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Abstract Many perception, reasoning, and learning problems can be expressed
as Bayesian inference. We point out that formulating a problem as Bayesian
inference implies specifying a probability distribution on the ensemble of problem
instances. This ensemble can be used for analyzing the expected complezity of
algorithms and also the algorithm-independent limits of inference. We illustrate

this problem by analyzing the complexity of tree search. In particular, we study
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the problem of road detection, as formulated by Geman and Jedynak (1986). We
prove that the expected convergence is linear in the size of the road (the depth of
the tree) even though the worst case performance is exponential. We also put a

bound on the constant of the convergence and place a bound on the error rates.

Keywords: (I) Heuristic Search, (II) A*, (III) Order Parameters and Phase
Transitions, (IV) NP-complexity versus Typical Complexity, (V) Bayesian Com-

puter Vision.
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1 Introduction

Many problems in vision, speech, reasoning, and other sensory and control modal-
ities can be formulated as Bayesian inference (Knill and Richards 1996). It is
important to understand the complexities of algorithms which can perform these
inferences.

We point out that formulating a problem as Bayesian inference implies specify-
ing a probability distribution on the ensemble of problem instances. More formally,
in Bayesian inference the goal is to estimate a quantity x from data y by using
the posterior distribution P(x|y). Constructing this posterior requires specifying
a likelihood function P(y|z) and a prior distribution P(x). From these distribu-
tions we can construct a distribution P(z, %) on the ensemble of problem instances
(z,y). See figure (4) for samples from a particular ensemble for road tracking.

There are two main advantages to analyzing the performance of an algorithm
over the ensemble of problem instances. Firstly, it allows us to determine the be-
haviour of the algorithm for typical problem instances (i.e. those which occur with
non-negligible probability) and means that we may not have to deal with worst
case situations (because they may have arbitrarily small probabilities). Secondly,
having a distribution over the ensemble of problem instances also enables us to
quantify the accuracy of the estimates found by the algorithm.

Many problems in Artificial Intelligence can be formulated as tree search (Win-
ston 1984, Pearl 1984, Russell and Norvig 1995). We now study a specific exam-

ple of tree search: a computer vision algorithm proposed by Geman and Jedynak
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(1996). (Our analysis, however, can be extended to other tree searching prob-
lems). Geman and Jedynak addressed the problem of detecting roads in aerial
images. They formulated the problem as Bayesian maximum a posteriori (MAP)
estimation (which enables us to determine a distribution on the ensemble of prob-
lem instances). In this paper we analyze the complexity of a variant of the Geman
and Jedynak algorithm (this variant was proposed by the authors in (Yuille and
Coughlan 2000b)). The complexity, and performance, of the algorithm depends
on the probability distributions which characterize the ensemble of problem in-
stances (i.e. the likelihood function and the prior). For a large class of ensembles,
we are able to prove that the expected complexity is linear in the length N of the
road (by contrast, the worst case complexity is exponential in N). We are also
able to put bounds on the expected errors made by the algorithm.

We emphasize that we are concerned with the ability of the algorithm to detect
the road path which may not necessarily correspond to the MAP estimate. For any
problem instance there are three important paths: (i) the true road path, (ii) the
MAP estimate of the true road path, and (iii) the path found by the algorithm.
In this paper we are concerned with the difference between (iii) and (i) only.

These results complement our previous work (Yuille and Coughlan 2000a,
Yuille, Coughlan, Wu and Zhu 2001) which used this ensemble concept to an-
alyze the algorithm-independent performance of MAP estimation on problems of
this type (i.e. we evaluated errors between the MAP estimate (ii) and the true
road path (i)). In particular, we derived an order parameter K g which is a function
of the ensemble. We proved that if Kz < 0 then it is impossible to detect the true

4
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road by any algorithm. (Our results in this paper apply to cases where Kp > 0
only. We can express Kp = {11 — log Q} + 1o where 11,1 are positive quanti-
ties (defined in Theorem 3). We show linear complexity provided 1, > log Q. If
Y1 < log @ and ¥ + ¥9 > log ) then the target path can be found but we can
say nothing about the algorithm complexity).

Another advantage of the concept of an ensemble of problem instances is illus-
trated by our choice of a heuristic A* algorithm (Yuille and Coughlan 1999). A*
algorithms (Pearl 1984, Winston 1984, Russell 1995) search trees and/or graphs
using a heuristic to estimate future rewards. If we are using a Bayesian ensemble
then the probability distributions can be used to generate heuristics.

Technically, our proofs make use of large deviation theory (Grimmett and
Stirzaker 1992). In particular we use Sanov’s theorem, see Appendix A, to put
bounds on the probability of rare events. We note that many results on statisti-
cal learning theory (Vapnik 1998) are derived using similar techniques from large
deviation theory.

We now mention two related classes of theoretical results which are highly
relevant.

Firstly, Karp and Pearl (1983) (see also Pearl 1984) provided a theoretical
analysis of convergence rates of A* search by considering an ensemble of problem
instances. They studied a binary tree where the rewards for each arc were 0 or
1 and were specified by a probability p. They then obtained the complexity of
algorithms for finding the minimum cost path. This work has some similarities to

ours but their formulation is not Bayesian, their heuristics for A* algorithms are
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different, and large deviation theory is not used. Their work was an inspiration
for us and we provided an analysis of a block pruning algorithm motivated by
them in (Yuille and Coughlan 1999).

Secondly, we would like to mention related work on optimization which uses
the concept of ensembles. There are some recent studies showing that order
parameters exist for NP-complete problems and that these problems can be easy to
solve for certain values of the order parameters (Cheeseman, Kanefsky and Taylor
1991, Selman and Kirkpatrick 1996). This work involves analyzing ensembles of
problem instances. But the distribution of instances in the ensemble is typically
assumed to be uniform and is not derived from Bayesian methods.

The structure of this paper is as follows. In Section (2) we formulate the road
tracking problem as tree search and introduce A*. Section (3) gives complexity
results for a special choices of A* heuristic (making use of Sanov’s theorem which
is given in Appendix A). In Section (4), we extend the complexity results to other
heuristics (using additional results proven in Appendix B). Section (5) proves that
sorting the queue for A* takes constant expected time per sort operation. (An

early version of this work was presented in Coughlan and Yuille 1999).
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2 Problem Formulation

2.1 Tree Search: the Geman and Jedynak Model

Many problems in Artificial Intelligence can be formulated as tree search (Winston
1984, Pearl 1984, Russell and Norvig 1995). We now study a specific example of
this class of problem.

Geman and Jedynak (1996) formulate road detection as tree search through a
Q-nary tree, see figure (1). The starting point and initial direction are specified
and there are Q% possible distinct paths down the tree. The goal is to find the
road path (whose statistical properties differ from those of the non-road paths).
The worst case complexity for this problem is exponential but, as we will prove,
in many circumstances it is possible to detect a good approximation to the road
path in linear expected time. Our analysis involves considering an ensemble of

problem instances.

0 0\0/ \0/0

AN Vg,
N OM N=3

O\|/0 2N paths

Figure 1: Left Panel: Geman and Jedynak’s tree structure with a branching factor

of @ = 3. Right Panel: The worst case complexity is exponential because, for
some problem instances, the best path is determined only by the reward of the

final arc segment. In this panel Q = 2 and all the 2V paths have to be examined.
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More formally, a road hypothesis, or path, consists of a set of connected
straight-line segments. We can represent a path by a sequence of moves {t;}
on the tree. Each move t; belongs to an alphabet {b,} of size ). For example,
the simplest case studied by Geman and Jedynak sets () = 3 with an alphabet
b1, by, by corresponding to the decisions: (i) by — go straight (0 degrees), (ii) by —
go left (-5 degrees), or (iii) by — go right (+ 5 degrees).

Each tree will contain a target path which corresponds to the road to be de-
tected. This path is sampled from a prior probability distribution P({t;}) =
1, Pag(t:), where Pag(.) is the geometric transition probability. For our Q = 3
example, we may choose to go straight, left or right with equal probability (i.e.
Pac(b1) = Pag(b2) = Pac(bs) = 1/3), see figure (2).

A sequence of moves {t; : i = 1,..., N} determines a path of segments X =
(1, ...,xy) (ie. these segments form a connected path from the top of the tree to
the bottom). Conversely, a consistent path X determines a sequence of moves.
(This also applies to subpaths). Let y denote all the QY segments of the tree. So
a path X is a subset of y. The set of segments not on the path is the complement
x\ X.

There is an observation y, for each segment x € x of the tree. The set of all
observations is Y = {y, : © € x}. The values of the observations belong to an
alphabet {a,} of size J. An observation y, is drawn from a distribution P,,(.) if
the segment is on the target path (ie. if x € X). If not, it is drawn from P,¢(.).
For any path {¢;} through the tree, with segments {x;}, we have a corresponding

set of observations {y,, }
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Figure 2: Different priors for the geometry. (Left Panel) the probabilities of
turning left, right, or straight are 1/3. (Right Panel) the probability of going
straight is 2/3 and the probabilities of turning right or left are 1/6 each, biasing

towards straighter paths.

This determines the likelihood function P(Y|X):

Y|X H Pon yx H Poff y:c (1)

zeX zex\X

which we can re-express as:

P = I1 52 et = I1 520k )

P
i=1,...N 0§ (Ya) zex i=1,...,

where F(Y) = [],c, Pors(y2) is independent of the target path X.

We formulate the problem as MAP estimation to find the mode of the posterior
distribution P(X|Y) = P(Y|X)P(X)/P(Y) where P(X) = Hf\il Pag(t;) (where
{t;} is the sequence of moves that generates the path X).

Then MAP estimation for X is equivalent to maximizing

P(Y|X)P HPAG _IHN—IQ;’;((@’;;))F(Y). 3)
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This is equivalent to finding the path {¢;} with observations {y;} which max-

imizes the following reward function:

r({t ) = 3 logl }+Z (el ()

where y; is shorthand for y,,, U(.) is the uniform distribution (i.e. U(b,) = 1/Q
Vv) and so 32 log U(t;) = —N log Q which is a constant. The introduction of
U(.) helps simplify the analysis in the following subsections.

Observe that the reward of a particular path depends only on the variables
{t:},{y:} which define the path (the moves and the observations). This is because
the factor F(Y) in P(Y|X) is independent of X and can be ignored (ie. it does
not affect which path is most probable).

For any path (or subpath) in the tree of length n we will call r({¢;}, {y;}) the

reward function. It can be re-expressed as:

r({tid {y:}) =nd - a+ni - G, (5)

where @ and (8 have components:

a, = log ———+% ,v=1,....Q. (6)

and q§ and J are normalized histograms, or types (see Appendix A), with compo-

nents (with §; ; denoting the Kronecker delta function):

Z(sylau, p=1,. Z(st wv=1..0. (7)

The Geman and Jedynak model is an idealization of tracking a road on a
lattice. The tree structure represents the set of all possible paths from the starting

10
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point. A sequence of moves {t;} on the tree determines a path of segments in the
image. Each segment is approximately 7 pixels long and its direction depends on
the angle of the move t; relative to the direction of the previous segment. The
observations y are the responses to an oriented non-linear filter which is designed
to detect straight road segments (by estimating a quantity related to the image
gradient). The filter is trained on examples of on-road and off-road segments
to determine empirical distributions P,,(y) and P,f¢(y) for the filter responses,
for more details see (Geman and Jedynak 1996). See figure (3) for examples of

distributions P,,, P,ss (taken from Konishi, Yuille, Coughlan and Zhu 1999).

0.14 T T T T 0.4

0.12} 0.351

0.3r

Figure 3: The quantized distributions P,,(y) (Left) and P,ss(y) (Right), where

Yy = ‘6[ (x)|, learnt from image data. Observe that, not surprisingly, ’6[ (x)‘ is

likely to take larger values on an edge rather than off an edge.

We now illustrate the Bayesian ensemble by figure (4) which consists of three
samples from the ensemble. In these cases the target path is easily detectable but
noise fluctuations mean that some subpaths may distract the algorithm from the

target. In other ensembles, the target path may be far harder to detect.

11
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Figure 4: Samples from the Bayesian ensemble. Simulated road tracking problem
where dark lines indicate strong edge responses and dashed lines specify weak
responses. The data was generated by stochastic sampling using a simplified
version of the models analyzed in this paper. In both examples there is only
one strong candidate for the best path (the continuous dark line) but chance

fluctuations have created subpaths in the noise with strong edge responses.

2.2 Can the task be solved? Distractor Paths

The goal is to detect the target path by selecting the path with highest reward.
But the MAP estimate may not necessarily correspond to the target path. In this
subsection, we specify conditions which ensure that the MAP estimate is expected
to be significantly similar to the target path. Unless these conditions are satisfied
it will be impossible to find the target path by any algorithm.

The tree contains one target path and QV — 1 distractor paths. We categorize
the distractor paths by the stage at which they diverge from the target path, see
figure (5). For example, at the first branch point the target path lies on only one
of the ) branches and there are () — 1 false branches which generate the first set

of false paths F}. Now consider all the () — 1 false branches at the second target

12



Draft submitted to Neural Computation

branch, these generate set F,. As we follow along the true path we generate sets
F; of size (Q — 1)Q™~%. The set of all paths is therefore the target path plus the

union of the F; (i =1,...,N).

F3 Te F3 0 True O
FZN %Fz N A A A%A
A
oo O o
o . . o o =error 1
N % i A =error 2
o =error3
F1 Fi1

Figure 5: Left: Given a specified target path (the straight line shown in bold in
this case) we can divide the set of paths up into N subsets Fi,..., Fy as shown
here. Paths in I have no overlap with the target path. Paths in F; overlap with
one segment, and so on. Intuitively, we can think of this as an onion where we
peel off paths stage by stage. Right: When paths leave the target path they make
errors which we characterize by the number of false segments. For example, a

path in Fi has error N, a path in F; has error N + 1 — 1.

To determine whether the target path can be found by MAP estimation we
must consider the probability that one of the distractor paths has higher re-
ward than the target path. For example, consider the probability distribution
pl,max(rmax /N) of the mazimum reward (normalized by ) of all the paths in F}.
We can compare this to the probability distribution of the (normalized) reward
Pr(rp/N) of the target path. In related work (Yuille, Coughlan, Wu and Zhu
2001), we use techniques similar to Sanov’s theorem (see Appendix A) to esti-
mate these quantities and to show that there is a phase transition depending on

13
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a parameter K given by:

K:D(Pon||Poff)+D(PAG||U)_long (8)

where D(Pon|Popr) = 32, Pon(y) log % is the Kullback-Leibler divergence be-
tween P, and P,yy.

If ' > 0 then the probability distribution for the target path reward Pp(ry/N)
lies to the right of the distribution Pl,mam(rmax /N) of the maximum reward of
paths in Fi, see figure (6) left panel, and it is straightforward to detect the target
path. At K = 0 the two distributions overlap and it becomes hard to detect the
target path, see figure (6) centre panel. But if K < 0, then }A’lmax(rmax/N) is
to the right of Pr(rs/N), see figure (6), and it is impossible to detect the target
path.

To get intuition for K consider its three terms. The first term D(P,,||FPyfy)
is a measure of how effective the local filter cues are for detecting the target. If
P,, = P,ss then D(P,,||P,ss) = 0 and the local cues are useless. The second term
D(Pa¢||U) is a measure of how much prior knowledge we have about the probable
shape of the target (setting Png = U means we have no prior information). Finally
log ) is a measure of how many distractor paths there are. Therefore K becomes
large (and so target detection becomes easy) the better our filter detectors, the
more prior knowledge we have, and the fewer the number of distractor paths.

In related work (Yuille and Coughlan 2000a) we used Sanov’s theorem (see

Appendix A) to show that the expected number of paths in F; with rewards

14
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A :‘ l: A
Fi,max(rmax /N)f i El'(r /N)

Figure 6: A schematic illustration of the Phase Transition. (Top Left Panel) the
reward of the target path is higher than the largest reward of the distractor paths
(so detection is straightforward). (Top Right Panel) the tasks becomes difficult
because the target reward and the best distractor reward are very similar. (Bottom
Panel) detecting the target path becomes impossible because its reward is lower

than the best distractor path. The horizontal axis labels the normalized reward.

greater than the target path behaves as 27V55 where the order parameter Kp is
defined by:

Kg =2B(P,,, Poff) +2B(Pac,U) —log @, (9)

where B(P, Q) = —log > (p:)/?(q;)/? is the Bhattacharyya bound between the
distributions P = {p;} and @) = {¢;}. Once again, there is a change in behaviour
as Kp changes sign. For Kg > 0, we expect there to be no paths in F; with
rewards greater than the target path.

Our analysis of the A* algorithm will proceed in the regime where K > 0 and

15
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Kp > 0. There is little purpose in estimating how fast one can compute the MAP
estimator unless one is sure that the estimator is detecting a good approximation
to the correct target. Our results, see section (3), will require an additional
condition to hold, see Theorems 6 and 7, which will ensure that Kz > 0. There
will, however, be situations where the target is detectable (ie. Kg > 0) but where
we cannot prove expected linear convergence. More specifically, we can express
Kp = {11 —log Q} + 1y where 1,1, are positive quantities which are defined in
Theorem 3. Our complexity proofs apply provided ¢, > log Q). If ¥; < log @ but
Y1 + 1y > log @ then the target path is detectable but we can say nothing about

the complexity of the algorithms.

2.3 A*

The A* graph search algorithm (see Pearl 1984, Winston 1984, Russell and Norvig
1995) is used to find a path of maximum reward between a start node A and a
goal node B in a graph, see figure (7). The reward of a particular path is the
sum of the rewards of each edge traversed. The A* procedure maintains a tree
of partial paths already explored, and computes a measure f of the “promise”
of each partial path (i.e. leaf in the search tree). New paths are considered by
extending the most promising node one step. The measure f for any node C' is
defined as f(C) = g(C) + h(C), where g(C') is the best cumulative reward found
so far from A to C' and h(C) is an overestimate of the remaining reward from

C to B. The closer this overestimate is to the true reward then the faster the

16
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algorithm will run. We will refer to the value of f as the A* reward in contrast

with the reward function of equation (5).

Figure 7: The A* algorithm tries to find the path from A to B with highest
reward. For a partial path AC' the algorithm stores ¢(C'), the best reward to go

from A to C', and an overestimate h(C') of the reward to go from C to B.

It is straightforward to prove that A* is guaranteed to converge to the cor-
rect result provided the heuristic A(.) is an upper bound for the true reward from
all nodes C' to the goal node B. A heuristic satisfying these conditions is called
admissible. Conversely, a heuristic which does not satisfy them is called inad-
missible. The word “inadmissible” is a technical term only and does not imply
that inadmissible heuristics are inferior to admissible ones. In fact, as we show in
this paper, algorithms using inadmissible heuristics can converge rapidly to good
approximations to the correct result. Conversely, as discussed below, algorithms
with admissible heuristics may be slow to converge.

In this paper, we consider inadmissible heuristics. We set the heuristic reward
to be Hy + Hp for each unexplored segment (where ; and p label the likelihood

and the geometric prior respectively). Thus a subpath starting at the origin of

17
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Figure 8: An A* search sequence. Panel (a) shows the target path in bold. Panel
(b) shows the two segments added to the queue (marked by asterisks) at the start
of the search. Panel (c) explores the right segment, removes it from the queue
(label e), and adds its two children to the queue. The search continues in panels
(d,e) where explored segments are eliminated from the queue (and labelled e)
and their children are added to the queue (labelled with asterisks). Panel (f) A*

converges to a solution (A*) that is one segment away from the target path (T).

length M will have heuristic reward of (N — M)(H + Hp). We will drop the
N(Hp+ Hp) term, which is the same for all paths, and simply use —M (H + Hp)
as the heuristic.

We consider the A* rewards of two partial paths, one of length m segments
that overlaps completely with the target path, and the other of length n that does

not overlap at all with the target path. The A* rewards of these paths are denoted

18
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by Sen(m) and S,sr(n) and are given by:

Son(m) = m{g"" - & — Hy} +m{g™ - f— Hp},

Sopr(n) =n{¢®! - a@— Hp} +n{o®! . 5 — Hp}, (10)

where ¢2" = L3376, ., and ¢ = L3744, for the on path segments (and
similarly for the off path segments).

The effect of this heuristic is to encourage us to explore subpaths provided
their reward per segment is greater than H; + Hp. Note that the larger the
value of H;, + Hp the more the algorithm will favour a breadth-first strategy
(Winston 1984) of exploring the tree (because few long subpaths will have rewards
per segment exceeding Hj + Hp). Breadth-first search is a conservative strategy
which will find the best solution but may take a long time to do so. In general, the
smaller the heuristic then the faster the search time but the greater the possibility
of error. In particular, if Hy + Hp > max,cqi,. @, + maxX,cq,. gy 3, then the
heuristic is admissible and the search is guaranteed to converge to the path with
highest reward (Pearl 1984, Winston 1984, Russell and Norvig 1995). (But an
algorithm which uses this heuristic is likely to be slow). We will be considering
inadmissible heuristics (i.e. Hy + Hp < max,eqi,. sy @, + MaX,eq,. ) ) which
we expect to be quicker than admissible heuristics but which will have more errors
(our theorems quantify these statements).

There is a close connection between heuristics for A* search and the general
issue of pruning search algorithms. In previous work (Yuille and Coughlan 1999)

we analyzed the results of a search algorithm which pruned out paths whose

19
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rewards fell below a critical value (corresponding to a heuristic). In related work,
we explored the use of pruning heuristics for speeding up dynamic programming
algorithms for detecting hand outlines in real images (Coughlan, Snow, English
and Yuille 1998, Coughlan, Snow, English and Yuille 2000).

We will first prove convergence results for a specific choice of Hy,, Hp and later

generalize to a larger set of values.

3 Convergence Proof with Bhattacharyya Heuris-
tics

This section will prove convergence results for a specific choice of heuristic which
we call the Bhattacharyya Heuristic. The next section will generalize the results
to a larger class (for which the proofs are more complicated). First we need to
say something about the choice of heuristics.

We need to choose a heuristic so that it is smaller than the reward (per
unit length) that we would get from the target path and larger than the re-
ward for a distractor path. This means, see equation (10), that the A* rewards
will tend to be positive for the target and negative for the distractor paths (so
the algorithm will prefer to explore the target). Let us consider the reward
Hp only (the analysis is similar for Hp). The expected reward for the tar-
get path is D(Po||Posr) = 32, Pon(y) log 2229 and for the distractor path it

Pors(y)

is =D(Possl|Pon) = 2=, Pors(y) log %. Therefore we want to select Hj, so that

20
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—D(Posl|Fon) < Hy < D(Ponl|Fogy)-

Our complexity results will be obtained using Sanov’s theorem, see Appendix
A, to estimate the probability that the algorithms wastes time searching distractor
paths. In order to use Sanov’s theorem, it is convenient to think of the heuristic
as the expected reward of data distributed according to the geometric mixture of
P, Pogy given by Py(y) = Py y) Py (y)/Z[\ (where Z[)] is a normalization
constant. In this section we will consider the special case where A = 1/2. This
gives the Bhattacharyya heuristic Hi = Zy Py—1/2(y) log 11930;} Ok (We give it this
name because the distribution Py_;, is associated with the Bhattacharyya bound
in statistics (Ripley 1996)). By setting A\ = 1/2 we are essentially choosing a
heuristic midway between the target and distractors (generated by P,, and P,s¢
respectively). In the next section we will extend the results to deal with other
values of \.

The Bhattacharyya heuristic is special in two ways. Firstly, it simplifies the
analysis. Secondly, and more importantly, we can prove stronger results about
convergence if the Bhattacharyya heuristic is used (although this may reflect lim-
itations in our proofs). As we will discuss in the next section, if the algorithm
converges using one of the alternative heuristics then it will also converges with

the Bhattacharyya heuristic, but the reverse is not necessarily true.

The Bhattacharyya heuristics H;, H} are the expected rewards per segment:

szgBh'C_fa H;:@;Bh'/g‘) (11)

21
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with respect to the distributions ¢ gy, ¥pp:

{Pon ()} 2 Pogs (y) }'/* _ {Pac}H{UM)}?

bBr(Y) = Z, , UBn(t) 7 ;

(12)

where Z4, Z,, are normalization constants.

We first put an upper bound on the probability that any completely false
segment is searched.

Let A, ; be the set of subpaths of length n that belong to F;. Then we have
the following result:

Theorem 1: The probability that A* searches the last segment of a particular
subpath in A, ; is less than or equal to Pr{3m : S,sr(n) > Sen(m)}.

Proof. By definition of A* a necessary condition for the segment to be
searched is that its A* reward (including the heuristic) is better than the A* reward
of at least one segment on the target path. This is because the A* algorithm always
maintains a queue of nodes to explore and searches the node segment with highest
reward. The algorithm 1is initialized at the start of the target path and so an
element of the target path will always lie in the queue of nodes that A* considers
searching. (This condition is not sufficient to ensure that the segment is searched
— so we are only obtaining an upper bound).

We now bound Pr{3m : S,zr(n) > Son(m)} by something we can evaluate.

Theorem 2: Pr{3m: Syss(n) > Son(m)} <> °0°  Pr{Sess(n) > Son(m)}

Proof. Boole’s inequality.

We now proceed to find a bound on Pr{S,ss(n) > Sy,(m)}. This is done

using Sanov’s theorem, see Appendix A. It will show that this probability falls-off
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exponentially with n, m (provided certain parameters are positive).
Theorem 3. Pr{S,;¢(n) > Son(m)} < {(n + 1)(m + 1)}/ 2-(¥atm¥2)
where Wy = D(¢pnl|Pogs) + D(Wp||U) and Wy = D($pn||Pon) + D(¥51||Pac).
Proof. The proof is an application of Sanov’s theorem, see Appendiz A, applied

to the product space of types of Pon, Poss, Pac,U. Define:

E = {(¢7 P17 g ) - n{ ¢ G- Hy 0% G- H?} > m{§™-a—Hj+J"-F—H:}}.
(13)

(i.e. E is the set of all histograms corresponding to partial off paths with higher

A* reward than the partial on path).

Sanov’s theorem gives a bound in terms of the ¢, 1°ff ¢ 1" that minimize:

F@H AT G ) = D] Pagy) 4+ DO ||U) + mD(G| Py + mD (| Pac)

)¢ () = 1+ v () — 1+ ) ™ (y) — 1+ ) er() - 1)

+y{m{¢™ - & — Hy + 4 - f— H:} —n{¢! - & — Hy + 47 . - H:}}(14)

where the T’s and v are Lagrange multipliers. This function f(.,.,.,.) is known
to be convex so there is a unique minimum. Observe that f(....) consists of four
terms of form nD(¢° || Pss) + n{>, o7 (y) -1} - ny¢°'f - & which are coupled

only by shared constants. These terms can be minimized separately to give:

1—- 1— _ 1—
Fostr = PonBoss’ o _ Lon ' Foyy DI = PReU™ g — Pre'U”
Z[L=A) Zh Zo[1 =]’ Zo]
(15)

subject to the constraint given by equation (13).
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By inspection, the unique solution occurs when ~y = 1/2. In this case:
PG == e, PG = R (6)

The solution occurs at 50"* = gz;off* = ggBh and at J""* = Joff* = JBh.
Substituting into the Sanov bound gives the result.
From Theorem 3, it is a direct summation, and application of Theorem 2, to

obtain:

Theorem 4. Pr{3m : S,ss(n) > Son(m)} < > °_ Pr{Sers(n) > S,n(m)} <

(n+ 1)‘]2@202(\1!2)2_"‘1’1, where U, Wy are specified in Theorem 3, and

Cy (V) = i(m + 1)J2Q22_m\y2. (17)

Theorem 4 shows that the probability of exploring a particular distractor path
to depth n falls off exponentially with n.

We now compute the expected number of false segments that are searched at
depth n in the tree. There is a factor Q™ — 1 segments at this depth which we can
bound above by Q.

Theorem 5. Provided W, > log (), the expected number of segments searched

in Fy is less than or equal to Co(Vy)C1 (W — log @), where:

C1 (¥, —logQ) = Zn (n+ 1)@ n(¥1-logQ), (18)
n=1
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Proof. There are at most Q™ segments at depth n in Fy. Using Theorem /,
the expected number of segments explored is less than or equal to Y -, Q"(n +

1)7Q*Cy(W5)27 Y. Sum the series. It will not converge unless ¥, > log Q.
;f

\\l/

Figure 9: This figure illustrates Theorem 5. F} has at most Q" segments at depth

n.

Finally, by the recursive structure of the tree we see that the number of seg-
ments explored in the sets Fy, F3, ... must be less than, or equal to, the number
explored in F;. (We simply eliminate the first few segments, which are in common
with the target path, and perform the same argument as above). This yields our
main result:

Theorem 6. The expected number of segments explored by an A* algorithm
using the Bhattacharyya heuristic is bounded above by NCo(¥)Ci(¥; — log @),
provided Wy > log ().

The algorithm is expected to explore O(N) segments and the coefficients
Co(V9)C1 (¥ — log Q) rapidly decrease as ¥y and ¥y — log (Q increase.

In addition, we can estimate the expected error of how much our final estimate

differs from the target path. Note that this is not the same as the error with respect
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to the MAP estimate. We count the error as the expected number of incorrect

segments on the path.

AV \/

Jd A
\/

Figure 10: Illustrates Theorem 7. Ax marks the path found by the A* algorithm.
M marks the MAP estimate of the target path position. T marks the target path.

Observe that A* has an error of one segment and the MAP has an error of two.

Theorem 7. The expected error is bounded above by Co(V2)Ci (¥ — log Q),
provided ¥, > log ().

Proof. We measure the error in terms of the expected number of off-road
segments. The expected error can then be bounded above by > >~ Pr(n)n, where
Pr(n) is the probability that A* will explore a path in Fyy1_, to the end. There
are Q" such paths. For each path, the probability that we explore it to the end
is bounded above by S°°_ Pr{S,r(n) > Son(m)} < (n + 1)7°@°Cy(Wy)27 "1,
using Theorem 4. Therefore the expected error is bounded above by >~ nQ™(n+
1)7°Q°Cy(W,)27 " | which was summed in Theorem 5. Hence result.

The condition ¥; > log(@ is related to the order parameter Kpg given by
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equation (9). It is straightforward algebra to check that Kz = ¥y + U, — log Q.
Therefore the condition W; > log ) implies that K > 0 (V5 > 0 by definition)
which ensures that the expected number of paths in F; with rewards higher than

the target path will fall to zero as N — oc.

4 Alternative Heuristics

We now generalize our results to other heuristics Hy, Hp which lie in the range
—D(Posl|Pon) < Hp < D(Pp||Pors) and —D(U||Pac) < Hp < D(Pacl|U).
The basic results and proof strategy are similar to the previous section. There
is, however, one stage that is technically more complicated and requires some
additional results which are proved in Appendix B.

The convergence results we obtain for these alternative heuristics are weaker
than those for the Bhattacharyya heuristic. Each alternative heuristic is associated
with a quantity ¥, and we can only prove convergence provided Uy > log Q).
But for the Bhattacharyya heuristic we can prove convergence provided ¥; >
log @ and, as we will show, ¥; > ;. Hence there will be situations where
the A* algorithm will converge if the Bhattacharyya heuristic is used but will
not necessarily converge for other heuristics. (This may, of course, reflect the
limitations of our proofs and not of the heuristics).

As in the previous section, in order to use Sanov’s theorem, it is convenient to
associate heuristics Hy,, Hp to probability distributions ¢, (v), ¥ m, (t) which are

of form:
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du, (y) = P () P () [ Z NHL)), iy () = Pag™™ (U (t) ) Z5[u(Hp)),

(19)
where \(Hp), u(Hp) are determined so that
Pon(y) Pac(t)
;ﬁbm(y) log Porsly) Hy, ;pr(y) log é%) = Hp. (20)

To remove the ambiguity in Hy, Hp (because the A* heuristic depends only
on their sum Hj + Hp) we require that A(Hy) = u(Hp).

It is also convenient to define additional variables (lf[ o H p) which are related
to (Hy, Hp) by the conditions that A\(Hy) + A(Hy) = 1 and u(Hp) + u(Hp) = 1.
(For the Bhattacharyya heuristics Hy = H; and Hp = H P.)

Next, we define two functions ‘ifl(HL, Hp) and ‘%(HL, Hp) by the equations:

Uy = D(bg,||Poss) + Dy |IU), Wo = D(¢p, ||Pon) + D(n,l|Pac) itHy + Hp > Hy + Hp

Uy = D(6u,||Poss) + D, ||U), Ws = D(¢g, || Pon) + D(Uyy, || Pac) iftHy + Hp < Hy + Hp.(21)

Our results are summarized by the following theorem which subsumes both
Theorems 6 and 7 by replacing ¥, ¥y by \ifl(HL,Hp),\ifQ(HL,Hp). (It can be
verified that \ifl =V, and \ilg = W, if we use the Bhattacharyya heuristic).

Theorem 8. The expected number of segments explored by an A* algorithm us-
ing the heuristics Hy,, Hp is bounded above by NCQ(@Q(HL, Hp))Cl(\ifl(HL, Hp)—
log @), provided \i/l(HL,Hp) —log@® > 0. In addition, the expected error is

bounded above by Co(Uy(Hyp, Hp)) Cy (¥, (Hy, Hp) — log Q).
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Proof. The proof follows the basic strategy of Theorems 1-7. The differ-
ence is that the bounds for Pr{S,rs(n) > Sy.(m)}, given by Theorem 3 for
the Bhattacharyya heuristic, now depend in a complicated way on n and m.
It requires additional work, see Appendix B, to bound these terms by expres-
stons which decay exponentially with n and m. This involves replacing V,, Wy by
\ill(HL, Hp), \i/g(HL, Hp). After that, the remainder of the results follow directly.

Finally, we show that 0, < U, for all alternative heuristics (and with equality
only if we use the Bhattacharyya heuristic). This follows directly from equa-
tion (21). The condition that Hj, + Hp > Hj, + Hp implies that A\(H.) < 1/2
and u(Hp) < 1/2. Hence ’Q/A)l < 1. (A similar argument applies if Hy + Hp <

Hy + Hp).

5 Sorting the Queue in Linear Expected Time

We have shown that the expected number of nodes searched is linear in N. But the
convergence rate of the algorithm will also depend on how much time is required
to sort the queue of nodes that we want to expand. In this section, we prove that
the expected time to sort the queue nodes is constant.

We use a simple linked list data structure where we order the queue nodes
according to their rewards (instead of a more sophisticated data structure, like
a heap — see, for example, (Geiger and Liu 1997, Coughlan, Snow, English and
Yuille 1998). A* proceeds by expanding the top node (the one with highest A*

reward) and must then adjust the queue to accommodate its children. We now
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show that the expected sort time, which is required to place the children in their
correct positions in the queue, is a constant. To do this, we note that the children
nodes have A* rewards that are smaller than the top node by at most A, where
A = H;+ Hp —miny log P,,(y)/P,s(y) —min, log Pa¢(t)/U(t) (note that A > 0).
We therefore only have to compare the rewards of the children with nodes whose
rewards are within A of the top node. As we will show, the expected number of
these nodes is constant. This gives the following theorem.

Theorem 9 The expected sorting rate is constant (i.e. independent of the size
N of the problem).

Proof. The expected sorting rate is equal to ) times the expected number of
nodes in the sort queue which have rewards within A of the top node. The reward
of the top node is guaranteed to be greater than, or equal to, the reward rr of the
longest target subpath in the queue. Let this longest target subpath have length
n. To prove that the expected sorting time is constant it suffices to show that the
expected number of paths in the queue with rewards greater than ro— A is constant.
This requires computing the probabilities that subpaths in F, ..., F,, have rewards
higher than ro — A and bounding the expected number of such subpaths. (We do
not need to consider paths in F;, 1 > n because, by definition of n, they involve
children of nodes in the queue and so cannot be in the queue.) We can bound these
probabilities using Sanov’s theorem and then bound the expected number of nodes
by summing exponential series. The details are given in the proof of Theorem A8

in Appendiz B.
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6 Conclusion

The goal of this paper is to point out that Bayesian formulation of inference
problems leads to a probability distribution on the ensemble of problem instances.
Analysis of this ensemble can give complexity results and, in other work (Yuille
and Coughlan 2000a, Yuille, Coughlan, Wu and Zhu 2001) algorithm-independent
results.

As a specific example, we analyzed the Geman and Jedynak (Geman and
Jedynak 1996) theory for road tracking. We were able to demonstrate linear
(in the road size) expected convergence for a class of ensembles even though the
worst case performance is exponential. This agrees with previous work (Yuille and
Coughlan 1999) where we analyzed a block-pruning search strategy motivated by
(Pearl 1984).

Our techniques can be applied to a range of other search problems. This can
correspond either to modifications of the Geman and Jedynak algorithms (for ex-
ample, allowing for multiple roads) or, more generally, to tree search problems.
(Of course, the theoretical analysis may not result in closed form analytic expres-
sions). Alternatively, one can use these techniques to determine efficient pruning
algorithms. For example, the speed of dynamic programming algorithms can be
improved by pruning out search hypotheses (Coughlan, Snow, English and Yuille

1998, Coughlan, Snow, English and Yuille 2000).
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7 Appendix A: Sanov’s Theorem

This Appendix introduces results from the theory of types (Cover and Thomas
1991) which we will use to prove our results. We will be particularly concerned
with Sanov’s theorem. To motivate this material we will apply it to the problem
of determining whether a given set of measurements are more likely to come
from a road or non-road but without making any geometrical assumptions about
the likely shape of the road. The theorem assumes that we have an underlying
distribution P, which generates a set of N independent identically distributed
(i.i.d.) samples. From each sample set we can determine an empirical histogram,

or type, see figure (11,12). The law of large numbers states that these empirical
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histograms (when normalized) must become similar to the distribution P as N +—
oo. Sanov’s theorem puts bounds on how fast the empirical histograms converge
(in probability) to the underlying distribution. Thereby it puts bounds on the

probability of rare events.

Figure 11: Samples from an underlying distribution. Left to right and top to
bottom, the original distribution, followed by histograms, or types, from 10, 100,
and 1000 samples from the original. Observe that for small numbers of samples
the types tend to differ greatly from the true distribution. But for large N the

law of large numbers says that they must converge (with high probability).

Sanov’s Theorem. Let y1,ys,...,yn be i.i.d. from a distribution Ps(y) with
alphabet size J and E be any closed set of probability distributions. Let Pr(qg € E)

be the probability that the type of a sample sequence lies in the set E. Then:

9-ND("|P.)

NS Pr(¢ € E) < (N +1)727NP@IIP), (22)

where ¢* = arg min(;eED(gz;HPs) is the distribution in E that is closest to Py in

terms of Kullback-Leibler divergence, given by D(¢||P,) = Z;Zl o(y)log(o(y)/Ps(y)).
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Figure 12: Sequences of edge values rendered using four gray levels ranging
from light gray to black. In each pair, one sequence is drawn ii.d. from
P,, = (0.1,0.1,0.3,0.5) and the other from P,y = (0.5,0.3,0.1,0.1). Although
individual edge values are unreliable, taken as a whole it is clear that the top

sequences from each panel are from P,¢; and the bottom sequences from P,,.

This is illustrated by figure (13). Intuitively, it shows that, when considering
the chance of a set of rare events happening, we essentially only have to worry
about the “most likely” of the rare events (in the sense of Kullback-Leibler di-
vergence). Most importantly, it tells us that the probability of rare events falls
off exponentially with the Kullback-Leibler divergence between the rare event (its
type) and the true distribution. This exponential fall-off is critical for proving
the results in this paper. Note that Sanov’ theorem involves an alphabet factor
(N +1)7. This alphabet factor becomes irrelevant at large N (compared to the
exponential term). It does, however, require that the distribution P is defined on
a finite space, or can be well approximated by a quantized distribution on a finite
space.

Sanov’s theorem can be illustrated by a simple coin tossing example, see fig-

ure (13). Suppose we have a fair coin and want to estimate the probability of
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0.7 ¢ p*

05 « Pq

Figure 13: Left, Sanov’s theorem. The triangle represents the set of probability
distributions. P; is the distribution which generates the samples. Sanov’s theorem
states that the probability that a type, or empirical distribution, lies within the
subset E' is chiefly determined by the distribution P* in E which is closest to P;.
Right, Sanov’s theorem for the coin tossing experiment. The set of probabilities is
one-dimensional and is labelled by the probability P;(head) of tossing a head. The
unbiased distribution Py is at the centre, with Ps(head) = 1/2, and the closest

element of the set £ is P* such that P*(head) = 0.7.
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observing more than 700 heads in 1000 tosses. Then set F is the set of prob-
ability distributions for which P(head) > 0.7 (P(head) + P(tails) = 1). The
distribution generating the samples is Ps(head) = Ps(tails) = 1/2 because the
coin is fair. The distribution in E closest to Ps is P*(head) = 0.7, P*(tails) = 0.3.
We calculate D(P*||P;) = 0.119. Substituting into Sanov’s theorem, setting the
alphabet size J = 2, we calculate that the probability of more than 700 heads in
1000 tosses is less than 2719 x (1001)2 < 2799,

In this paper, we are only concerned with sets £ which involve the rewards
of types. This is because the reward function depends on the data only by the
type. These sets will therefore be defined by linear constraints on the types — in
particular, constraints such as ¢ - @ > T, where a(y) =10g(Pon(v)/ Posr(y)), y =
1,...,J. (We define ¢ - @ = 25:1 ¢(y)a(y)). This will enable us to derive results
which will not be true for arbitrary sets £. We will often, however, be concerned
with the probabilities that the rewards of samples from one distribution are greater
than those from a second. It is straightforward to generalize Sanov’s theorem to

deal with such cases.

Appendix B

This appendix proves the analogous result to Theorem 3 in the case of general
heuristics. This is more complicated because direct application of Sanov’s theorem
gives bounds for Pr{S,ss(n) > S,n(m)} which are complicated functions of n and

m. To obtain bounds which fall off exponentially with n, m we must first prove a
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convexity result concerning how the fall-off factors, such as D(¢r||Pyy), vary with
the threshold 7. This result, combined with Sanov’s theorem, will give us the

bounds we need.

DEPIIP)
T on
slope = -1

\ T

_D(I(:ff” Pon) D‘(l())n” P

DHIE

slope = 1
!

] T

-D(RIP, ) DRI Byr)

Figure 14: Top, D(¢7||Pym) is a convex function of T with its minimum at 7' =
D(P,,||P,ff). Bottom, similarly D((ETHPOff) is convex with minimum at 7" =

_D(POffHPon)'

First we prove a convexity result, Theorem A.1., which will be used to obtain
our main results. Theorem A.2. gives the details for section (4). Theorem A.3.
gives the details for section (5).

Theorem A.1. Let ¢r(y) = Pon " (y)P)}1 (y)/Z(T) where X(T) is deter-
mined by 3, dr(y)log 52 = T, then D(¢r||Pon) and D(¢rl|Pogs) are con-

vex functions of T which attain minima of zero at T = D(P,,||Pors) and T =
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—D(P,s¢||Pon) respectively, see figure (14).

Proof. First, observe that:

D($T||Pon) :D(Q;THPOff)_T (23)

because of the identity ), or(y) log{ ]‘fT(é/ F=>, or(y)lo g{P ffy ;ij(;y))}.

We calculate:

d N dQ;T(?/) or(y)
aT (¢T||Pon) = zy: log P . .

using Z dd’T(y = % Zy (;;T(y) = 0. Substituting q;T(y) — piD (y)Po’\f(?) (y)/Z(T)

we re-express this as:

d Py dér(y) . Pon(y)
a7 D 0rl|Fon) = Z CERDWZT) M) ; a5 P y)
(25)

We recall that Zy ch( )log Pon((y)) = T and hence Z dfi)T(y og Ifofz((yy)) =1

which implies:

d d

= D(1l|Pon) = =N(T), = D(brl[Pogy) = 1 = N(T), (26)
The second derivatives are given by:
d? - d\(T)  d? - d\(T)
—D P,)=——, —D P,rs) = ——=. 27
s D(Grl|Po) = = 2 D(Grl|Pugy) =~ (27)
Now d)‘(T < 0, because as the threshold T" decreases then qu becomes closer to

18 minus the inverse

P, and hence \(T') decreases. (It can be checked that d’L\i(TT)
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of the variance of log T with respect to <5T) Hence, by equation (27) we see that
both D(¢p||Pon) and D(5T||Poff) are convez functions of T

The minima of the functions occur at A(T) = 0 and A\(T') = 1, corresponding to
¢ = P,, and ¢ = P,ry respectively. Hence the minima occur at T = D(P,,||Posys)
and T = —D(P,¢||Pon) respectively.

We can use this result in combination with Sanov’s theorem to put bounds on
Pr{S,sr(n) > Sy,(m)} which fall off exponentially with n, m.

Theorem A.2.
Pr{Sur(n) = Son(m)} < {(n + 1)(m + 1)}/ @ 279tmn), (28)
where:

g(m;n) = n{D (¢, ||Pog) + D@, [|U)} + m{D(¢m, || Pon) + D(Wu,||Pac)}. if Hp > Hy,

g(m;n) = n{D (6, ||Poss) + D(Wrpl|U)} + m{D(, [ Pon) + D, ||Pac)}, if H < Hi.(29)

Proof. We start by following the proof of Theorem 3 but with the definition of
set E' changed to allow for different heuristics Hy,, Hp. We minimize f(.,.,.,.) and
obtain expressions for ¢r,, Yw,, ¢y, Yw, except that the minimization no longer

occurs at v = 1/2. The fall-off rate is determined by:

g(m;n) = n{D(¢r, || Por) + D(Ww [[U)} +m{ D¢, || Pon) + D(¥ws| [ Pac)}, (30)

where

m{T2+W2—HL—Hp}:n{T1—|—W1—HL—HP}, (31)

39



Draft submitted to Neural Computation

HPHP I/_\IPHP HPHP

Figure 15: This figure illustrates the three cases of the argument in Theorem 7 (one

in each column). The variables T1, Ty, Wi, W5 are functions of m, n and their values
determine g(m;n). If we use the Bhattacharyya heuristic then 77 = T, = Hj
and Wi, = Wy = Hj for all values of m,n. They can therefore be thought of
as “effective heuristics” and it is necessary to understand their “dynamics” as
m,n vary. In Theorem A.2. we show that they are restricted to lie in the ranges
illustrated by the left-most column (the configurations in the centre and rightmost
column are inconsistent with the three constraints (31,32) which enables us to put

bounds on g(m;n)).

and

AMTh) + A(Tz) = 1 = p(Wh) + p(Wa),

ANTh) = p(Wh),  A(Tz) = p(Wa). (32)

Recall, that to remove the ambiguity in Hy, and Hp we imposed the constraint
that N(Hp) = u(Hp). We also defined Hy,, Hp by the conditions N(H)+\(Hp) =
1 and p(Hp) + p(Hp) = 1 which implies that \(Hy) = u(Hp).
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There are two situations to consider: (i) Hy > H;, which implies Hp > Hp
(this follows from the equations at the end of the previous paragraph plus the fact
that X(.) and p(.) are monotonically decreasing functions), and (i) Hy, < Hy,
which implies Hp < Hp.

We claim, in case (i), that Ty, Ty € [f[L,HL] and Wy, Wy € [flp,Hp], see

figure (15). Moreover,

g(m;n) 2 n{D(¢g, [|Popr)+D (g, [IU)}+m{D(Gr, || Pon)+D(up| | Pac)}- (33)

Moreover, in situation (i) we claim that Ty,T, € [HL,fIL] and Wi, Wy €

[Hp,f{p], and

g(m;n) 2 1D (G, || Pop)+D(up|[U)}+m{D(0 g, || Pon)+D (45, || Pac)}- (34)

We prove the results only for situation (i) because the proofs for situation (ii)
are exactly analogous. The condition N\(Ty) + A(T») = 1 implies that there are
only three possible cases: either both T, T5 € [f[L, Hyp] or, using the monotonicity
of N(T), that Ty > Hp, and Ty < Hy, orTy < Hy and Ty > Hy. The first case
will ensure that W1, Wy € [f[p, Hp| which solves the problem. The second requires
that W1 > Hp and Wy < H p but this is inconsistent with the requirement that
m{Ty + Wy — H, — Hp} = n{Ty + W1 — Hy — Hp} (because the left hand side
is negative and the right hand side is positive). Similarly, the third case implies
that W < H p and Wy > Hp which again contradicts the equality. Thus the only
possible situation is the first case.

Moreover, as n +— oo, we have Ty — Hp, Wy — Hp, Ty — Hp, Wy — Hp.
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(This is because Ty < Hy and Wy < Hp so asn +— oo we have Ty+W,—H—Hp —
0).

Theorem A.3. Let this longest target subpath in a sort queue have length
n and reward rr. Then the expected number of paths in the queue with rewards
greater than rr — A is constant.

Proof. Let the heuristics be Hy,, Hp and consider the case when Hj > fIL and
Hp > Hp (the alternative case can be solved by adapting the following argument).
Suppose the longest true partial path in the queue is of length n and has reward
rr. We must consider the probabilities that paths in Fy, ..., F,, have rewards higher
than rr — A. Applying the onion argument, for each m < n, we must bound the
probability that any off-path of any length has reward higher than the true reward
for n segments minus A. Following the standard application of Sanov’s theorem,

we define the set:

E = {(¢°11 P11 g o) - m(¢T -Gt f— Hp— Hp)+A > (¢G4 f—H,—Hp)}.
(35)
Following the proof of Theorem A.2. this gives thresholds: Ty, To, W1, Wy (as

before, these thresholds are functions of n and m), where:

m(T1+W1—HL—Hp)+A:n(T2+W2_HL_HP)7 (36>

A1) + A1) = 1, p(Wh) + u(W2) = 1, MTh) = p(Wh), AM(T2) = p(W2). (37)
The fall-off depends on

g(n = m) = m{D(r, || Poss) + D (&, [|U)} +n{ D(r, || Pon) + D (|| Pac) } - (38)
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Now, again following Theorem A.2., we would like to put lower bounds on
g(n : m). For Theorem A.2. we were able to prove that Ty, Ty € [fIL,HL] and
Wi, Wy e [lf]p, Hp| (for the situation where Hy, > H; and analogous results hold
for the situation with Hp < lfIL) The A term prevents these results from being
true. However, for large enough n or m the A term becomes negligible and we will
prove that Ty, Ty € [IflL —¢€, Hy+¢€ and Wy, W, € [I:Ip —¢,Hp +¢€]. These contain
the most important terms and, as we will show, make only a constant contribution
to the expected sorting cost. The contributions for small m and n are, of course,
also constant.

We first show, that for any fixed n, the thresholds Ty, W, increase monotoni-
cally with m and tend to Hy,, Hp as m — oo and, similarly, Ty, W5 decrease mono-
tonically with m and tend to Hy, Hp. From \(Ty) = u(W), see equation (37), and
the monotonicity of the functions A(.) and u(.), we see that the coupling between
Ty and Wy means that they have to increase, or decrease, together. Similarly, Ty
and Wy must either decrease, or increase, together. By equation (36), we see that
atm = 0 we have T5(0)+W5(0) = Hp+ Hp+A/n which implies, by equation (37),
that T1(0) + W5 (0) < H, + Hp. Equation (36) enforces that Ty — Hy, Wi +— Hp
as m — oo which implies that Ty — fIL and Wy +— lf[p. Therefore, we see
that Ty + Wy increases overall from m = 0 as m — oo and conversely Ty + Wy
decreases. But are these changes monotonic? From equation (36), we see that
provided Ty + Wy < Hp 4+ Hp then it is inconsistent for Ty and Wi to decrease
and Ty and Wy to increase. However, it is impossible for Ty + Wy > H; + Hp
because, by equation (36), this would imply that Ty + Wy > Hy + Hp (recall that
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A > 0) which is inconsistent with equations (37). So we conclude that the only
possibility is for Ty and Wy to increase monotonically and Ty and Wy to decrease
monotonically.

Now select a number Ny, chosen so that No(e) > A/Je, and let n > Ny. Then
for m =0, we see that Ty < Hp + € and Wy < Hp + € (this follows from equa-
tions (86,37)). Moreover, Ty > Hy — ¢ and Wy > Hp — ¢ (where ¢ is defined
by equation (37)). As m increases Ty, Wy increase monotonically to Hy, Hp and

T, Wy decrease monotonically to fIL, Hp. Therefore we have:

g(m:n) = m{D(Sg, ||Pors)+D (g, UV +n{D(Sn, el Pon)+D(Gnpsel [Pac)} ¥ 1> No(e),
(39)
which ensures that the fall-off factors are bounded below for large n.

We now deal with the case of smalln (i.e. n < Ny(€)) and large m. We claim
that there is a specific value My such that for m > My we have Ty, T € [fIL, Hy
and Wy, W, € [f[p, Hpl, in which case we can use the same bounds for g(m;n) as
above (see equation (39)). This claim is proven by setting My = A/(Hp + Hp —
H, — lflp) and substituting into equation (36) to obtain A(Ty + Wy — H, — flp) =
n(To+Wo—Hp—Hp)(H,+Hp— H; — f[p). The consistency conditions, imposed
by equation (37), mean that this equation’s only solution is Th = H,, Wy = Hp,
Ty = Hyp, and Wy = Hp (all other possibilities can be shown to be inconsistent
using equation (37)). The monotonicity increase of Ty, Wy, and decrease of Ty, W,

ensure that, for m > My, the Ty, T, € [fIL,HL] and Wy, Wy € [flp,Hp].l

LObserve that M becomes infinite if we use the Bhattacharyya heuristic (i.e. when Hy = H;
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The final situation is when n < No(€) and m < My. This is a finite case so
we do not need to obtain bounds. We can simply exhaustively count the number
of segments.

We now put all these results together. Let n be the length of the true partial
path segment in the queue (by the nature of A* there can only be one such true
path segment in the queue at any time). The expected number of queue members
with rewards higher than the true segment minus A is obtained by summing over
the possible segments in Fy, Iy, ...., F;. We can deal with the cases m < My and
n < No(€) by exhaustive counting which yields a finite number. For each n < n we
can use the bounds given by equation (39) and apply the arguments from Theorem
4 to sum over m for fired n obtaining a term which decays exponentially with
n. Finally, we can apply the arguments from Theorem 5 to sum over n. The
exponential decay factor means that this sum will converge for any value of n

(even as n+— o0). Hence we get constant expected sorting costs.
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